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1 Introduction 
 
The goal of this project is building a mobile autonomous sensor node that is able to move 
around in its environment and recognize and avoid obstacles based on their shape and 
size. The node must be able to perform these duties autonomously, and it should also be 
tether-free, using on-board batteries and a wireless 802.11b connection. The end design 
must not only support this functionality but must also be robust enough to survive 
repeated real-world experimentation. Furthermore, it should be of modest expense. 
 

1.1 Requirements 
 
As an undergraduate team, the requirements for our mobile autonomous sensor node 
consist of building a node that is able to recognize and avoid obstacles based on their 
shape and size. The node must be able to perform these duties autonomously. We also 
aim to include a way to wirelessly communicate with a control station or other nodes. 
 

1.2 Assumptions 
 
The design assumes that the robot’s terrain will be relatively level and smooth, such as 
indoor flooring, pavement, or tightly woven carpet. It is also assumed that the 
environment will be reasonably well lit with visible light. Further, the environment is 
assumed to be relatively safe for a robot – it will not include drop offs (stairs), hazardous 
materials (water, fuel), or fast-moving/damaging objects (vehicles, machinery). 
 

1.3 Starting Reference 
 
When starting this project, we noted that the RoboteQ design met most of the functional 
requirements of our platform. It provided a solid robot that was fully mobile, could 
visually sense its environment, had sufficient computational power to sufficiently process 
its environment, and could communicate wirelessly with a base station or with other 
robots. However, due to the relative high cost of the RoboteQ design, we decided to build 
a cheaper platform with similar abilities. 
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2 Initial Hardware Design 
 
The first step in the design process of the Visionaries’ mobile sensor platform was the 
generation of an initial hardware design.  This design was meant to serve as a road map 
for the project, outlining the various components and systems that would come together 
to form the team’s final design.  This section discusses each area of the initial design. 
 

2.1 Drive System 
 
Our drive system shows the greatest change from that of the RoboteQ design: we were 
able to cut costs significantly by designing for our limited environment. The RoboteQ 
design makes use of a proprietary motor controller that is packed with features and costs 
about $500. Most of these features (i.e. Windows software for remote control, GUI 
monitoring software, massive voltage and current capabilities, and the ability to hook up 
to an RC receiver) are unnecessary in our design. Thus, we eliminated the driver in favor 
of a simple parallel-port controlled motor driver based on a single H-bridge IC. The IC 
costs about $5 and requires only a few external diodes, a heat sink, and a circuit board to 
interface the computer with the DC motors. Example code for driving the parallel port is 
readily available online, and the circuit is fairly trivial.  
 
The RoboteQ design also used four gearhead motors costing over $100 each. We use a 
two-wheel differential steering design that requires only two drive wheels and one omni-
directional free-moving wheel. Thus, we eliminate the need for two of the motors. 
Additionally, small gearboxes are available for about $12 each, and they can easily be 
fitted with powerful 12V motors with sufficient torque to allow our platform to traverse 
its environment – this inexpensive unit can replace the gearmotors. Thus, the motor and 
wheel system can be built for about $50, in contrast to the $400+ cost of the RoboteQ 
design. 
 

2.2 Sensing 
 
For the sensing, we are relying solely on a single fixed-mount webcam. As this will be 
the only sensing device, it needs to provide good resolution for robust decision-making 
that will be done on-board. The camera provides 640x480 video resolution and 1280x960 
photo resolution, and both of these will give good inputs to the image processing unit. 
Another reason for using this specific webcam is that there are Linux drivers available for 
this product, and by using Linux, this also cuts on the cost. The webcam was found to 
cost roughly $80, which seems reasonable for the features that come with it 
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2.3 Computation 
 
For the computer, we will use the VIA mini-ITX board that is also used with the 
RoboteQ design. With a 600 MHz processor and USB and parallel ports, the board will 
meet our needs. Some research into other options was conducted, but no other product 
could meet our needs and also provide such a low cost. This board also has good Linux 
support, and a small community of enthusiasts exists on the internet. An on-board hard 
drive will provide permanent storage for the mainboard. 
 

2.4 Power 
 
For the power situation, we chose to use two batteries: one for the computer, and another 
for the drive. By keeping the two units separate, neither should interfere with the other. 
The batteries’ amperage was chosen appropriately based on the amount of power needed 
by each unit. In the drive system, each motor will draw about 600mA, and the 2.2Ah 
battery will provide some backup in case that the motors drain more. The computer is 
powered by the same 60W cableless solution that the RoboteQ design has. This keeps the 
number of cables to a minimum that are going to the motherboard. Since the power 
supply is rated at 60W, and given that it is a 12V power supply, it should draw 5A. Thus, 
a 7Ah battery was chosen to exceed this requirement. 
 

2.5 Platform 
 
An ideal platform provides flexibility of design and is easy to work with, and to this end 
we have chosen to use Medium Density Fiber (MDF). A 12”x18” rectangular piece of 
MDF will form the base of our platform, and all of our components will be mounted to 
the top of it. Angle brackets, nuts, and bolts are the only fasteners that we anticipate 
using, and if any right angle or horizontal platforms are needed, they can easily be 
created from smaller pieces of MDF. 
 

2.6 Communication 
 
The 802.11b protocol’s flexibility allows connections to either ad-hoc networks or to 
managed networks. Also, it is a standard that is well-supported by Linux and a number of 
other software platforms. For these reasons, it was decided to equip the design with a 
802.11b card that will plug into the only PCI slot on the VIA mini-ITX board. The card 
was found to be at a very reasonable price of $18. 
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3 Hardware Installation 
 
The next step in the design process was the construction of the mobile sensing platform.  
Using the initial hardware design as a foundation, the team obtained the necessary 
components and assembled the robot.  This section details the construction process and 
describes the specific parts used.  A full parts list may be found in Appendix A. 
 

3.1 Basic Hardware Design 
 
In examining several pre-existing platform designs, one that stood out was the Zagros 
Robotics Max '97 Robot Kit [Zag1]. The chief appeals of this design were its simplicity, 
its size, the availability of similar parts, and our prior experience with it. Because we had 
a Max Kit in our possession, we were able to closely examine the components used and 
gain valuable insights into our design. Basically, the Max design uses a single ¼” x 12” x 
12” ABS plastic platform. A single caster is mounted to the bottom of this platform along 
with two gear motors that drive 6” lawnmower wheels. Risers are used to offset the 
caster, and large metal brackets are used to mount the gearboxes. Also, a second platform 
and additional risers can be purchased from Zagros Robotics to create a double-decker 
chassis [Zag2, Zag3].  
 
The double-decker with a caster and two gear motors is the basic idea used in our design, 
though several design details were modified to meet our needs. After evaluating the 
required parts, we purchased them and began our construction. A complete parts list is 
available in the appendix, and all the parts, unassembled, are shown below. 

 

 
Figure 1: All the hardware was purchased before assembly. 
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3.2 Lower Platform Construction 
 
While the Zagros kit uses a ¼” x 12” x 12” ABS plastic sheet as a lower platform, we 
opted to use a ¼” x 12” x 12” PVC sheet that was readily available from Budget Robotics 
[Zag1, Bud]. The two plastics are very similar and are both easily machinable. PVC turns 
out to be slightly lighter (filled with tiny air bubbles) and also slightly more flexible. 
 
A 1-1/2” caster was chosen and mounted in the front center of the platform. Because this 
caster has such a small diameter, there was no need to use risers like with the Max 
platform – this allows for a very stable robot base.  
 
Toward the back of the platform, on either side, we mounted the gear motors. Each 
mount consists of two 4” steel corner braces, and some drilling was required to mount the 
motors to the braces. The braces were mounted to the bottom of the platform while the 
motors are held above it because this arrangement allows the platform to be nearly 
parallel to the ground. Adding spacing washers lessens the angle of the platform with 
respect to the ground, though the number of washers is limited by the chosen position of 
the motor on the brace. The current arrangement uses three spacers per hole and orients 
the platform close enough to parallel that no problems with control or sensing are 
anticipated. An unexpected benefit of this angled platform is that the robot is more likely 
to ride over minor obstacles instead of simply ramming them. A view of the platform 
mountings is shown below. 
 

 
Figure 2: A view of the underside of the chassis shows the 1-1/2” caster and the gear motor mountings. 

 
Mounting the drive wheels to the gear motor shafts required spacers. Short lengths of 
3/8"x1/2" H/C pex tube were cut and inserted into the 6” lawnmower wheels to provide 
most of the spacing. To make the mounting very secure, two layers of electrical tape were 
wrapped directly on the output shaft. To ensure that the wheels would not rotate 
independent of the output shafts, a hole was drilled in the wheel center and a self-tapping 
sheet metal screw was ground flat and used as a set screw, as shown. 
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Figure 3: Spacers were added to the wheel and to the gear motor output shaft, and a set screw was used. 

 

3.3 Upper Platform Construction 
 
In the preliminary design phases, it was decided to use a 3-1/2” desktop hard drive in the 
sensor node. During the brainstorming for designs of the upper platform, it was noted that 
the width of the hard drive was approximately the same as the desired offset between the 
platforms. Thus, the hard drive was mounted on its side at the rear of the chassis between 
the two levels, providing a cost and weight savings as a part of the computation system 
was used as a structural element. 
 
Two single struts were mounted at the front of the robot to complement the hard drive in 
providing a stable platform offset. Each strut consisted of a 5/16” x 5” hex bolt, 4” of the 
previously-mentioned 3/8"x1/2" H/C pex tube, and a wing nut. The bolt and nut 
combination provide stability in tension, while the pex tubing provides stability in 
compression. The wing nut allows easy removing and installation of the risers and makes 
the items mounted on the lower platform easily accessible. The figure below shows the 
completed double-decker platform. 
 

 
Figure 4: The double-decker platform makes uses a hard drive and two struts for the offset. 
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3.4 Motherboard and Power Supply 
 
The 12V-7AH sealed lead acid battery, weighing 6.0 lbs, is by far the most massive part 
of the sensor node. For stability and accessibility reasons, the battery was mounted in the 
center of the lower platform using two 1” square pieces of 3M Dual Lock fastener. This 
position in the center of the chassis keeps the weight distribution controllable. Also, it is 
intended that the battery will never need to be removed for charging – a voltage plug was 
soldered to the battery terminals, and the plug is easily accessible either for charging or 
delivering power to the onboard computer by plugging or unplugging the desired 
connections. 
 
The onboard computer motherboard, the brain of the sensor, will have many connections 
to it for power delivery, motor control, and sensor input. Thus, it will always need to be 
very accessible. In addition, it holds the 802.11b card, which protrudes several inches 
vertically and has an antenna. For these reasons, it was decided to mount the motherboard 
on the upper platform. It was decided that most of the connections should be made at the 
rear of the sensor node so that the front would be clear for additional sensors, so the 
board was oriented with the connections at the rear. 
 

 
Figure 5: The motherboard was mounted on the upper platform with connections at the rear. 

 
Similar to the battery, the DC-DC power supply will not need to be removed, and so it 
was mounted in an out-of-the-way position. Additionally, the attached power connectors 
needed to be able to reach both the motherboard and the hard drive, preferably without 
needing to splice them. For these reasons, the power supply was mounted on the right 
underside of the upper platform, as shown below. 
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Figure 6: The DC-DC power supply is mounted on the right underside of the upper platform. 

 
The power switch needed to be accessible, but it also needed to be protected so that 
unintended collisions with objects in the sensor node’s environment would not cycle the 
power. Also, the power switch used in the design contains a hard disk light and power 
indicator, so ideally those should be visible. The power switch was thus mounted on the 
left underside of the upper platform and slight recessed from the rear edge. 

 

 
Figure 7: The power switch is positioned for accessibility and resistance to environmental interaction. 

 

3.5 Motor Drive Integrated Circuit 
 
The heart of the motor driver is a TI SN7544 Push-Pull Motor Driver IC that drives two 
motor channels at up to 1A each. This 16 pin DIP was mounted in a DIP socket on perf-
board. The perf-board was then mounted on the left side of the upper platform simply for 
symmetry with the power supply. Input signals come from a parallel port connection, and 
output signals run directly to the motors. Because the IC has internal clamp diodes and 
current limiters, no discrete components are needed for safe operation. In order to 
facilitate separation of the upper and lower platforms, the connection between the output 
lines and the gear motor terminal wires are made by connection terminals that can be 
easily removed and replaced without the need for re-soldering. 
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Figure 8: The motor driver IC is shown mounted on the upper platform underside, and connection 

terminals were used to ease disassembly. 

 

3.6 Web cam 
 
Clearly the web cam needed to be mounted near the front so that it would have a good 
view of where the sensor node was heading. The upper platform was chosen rather than 
the lower platform because a proximity sensor will likely be mounted on the lower 
platform in the future, and the upper platform in general provides a better (hopefully 
more informative) view on the surroundings than would a lower mounting point. Upon 
removing the flat plastic base of the web cam, two base weights and two screw mounting 
holes were exposed. The weights were removed as excess weight, and longer screws 
were purchased to mount the web cam to the upper platform via the pre-existing 
mounting holes. 
 

 
Figure 9: The web cam was mounted using the pre-existing holes in the base. 
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4 Computer Configuration 
 
After the hardware installation was complete the onboard computer system was 
configured.  The following sections outline the processes of loading the operating system, 
installing web cam and motor drivers. 
 

4.1 Power System Installation 
 
The first thing done was an attempt to connect the PW-60 Power Supply to the 
motherboard. This proved to be a problem, because the power supply’s shape does not 
allow it enough clearance to be directly connected to the motherboard’s ATX header. The 
solution that will be used on the final design is to use an ATX Power cable extender. For 
the purposes of this initial installation, configuration and testing, a regular sized ATX 
power supply (Dell branded 200 watt) was used. 
 

4.2 Installation of Parts 
 
After solving the power issue, the group’s next step was to attach the hard drive, memory 
and wireless card. A temporary cd-rom drive was also installed in order to be able to load 
the system’s operating system. The final step for the hardware installation was to 
scavenge the power switch, status LED, and hard drive LED from an old Gateway system 
and use these pieces for their respective functions on our device.   
 

4.3 Operating System Configuration 
 
Upon first boot up, the system bios was tweaked to streamline the boot process and 
increase system speed. This was done by tweaking memory timings and disabling certain 
devices and services that would not be needed for the robot’s function. After confirming 
that the settings had been entered correctly, the Operating System installation was begun. 
The OS used was Fedora Core 1. Installation was extremely simple; the only 
customizations made were the package selections. Extraneous programs such as games, 
office suites, and other “every day use” applications were not installed. In addition, 
several specialized applications (such as mySQL, Samba, VNC, and Apache web server) 
were installed to make the robot easier to configure remotely and extend its functionality. 
Both KDE and Gnome were included in the install to offer flexibility in choosing a GUI. 

4.3.1 Apache Web Server 
 
There really isn't much to say about Apache, it is simply the standard web server for 
Linux. The motivation for using it was to allow for use of webmin, the software we 
demonstrated in class that allow full configuration of the system through a web interface. 
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It could also be used to allow for the hosting of a robot web page that could be updated 
with stats about the robot, but this is not a planned implementation. 

4.3.2 Samba 
 
Samba is a very feature rich and robust program with virtually unlimited configurability 
and expansion capability. At its most fundamental level, it works to allow Linux file 
spaces to be shared as windows shares. These shares can be accessed via IP or host name 
and mapped to in exactly the same way as regular windows servers and file shares. The 
motivation for this functionality is, in some regard, simply laziness. When working with a 
setup such as this, where most work will be done without direct access to the machine, 
some means of file transfer is required. Ftp is a simple and effective way achieving this; 
however, it is not very secure and not very robust. For example, it is impossible to work 
directly on the FTP server; instead one must download the file and then upload it once 
changes have been made. With Samba, one can map directly to the Linux box and work 
directly upon the computer's hard drive. Another more advanced feature that isn't 
applicable to this project is that Samba can function as a windows domain controller. One 
limitation of our Samba setup is that one must be on campus in order to use it. This is not 
the fault of Samba, but is rather a security measure taken by UT; they block the incoming 
ports that Samba operates on. 

4.3.3 VNC 
 
VNC functions as an OS independant remote control program. Using the viewer client for 
any OS (both viewer and server can be found for all supported OS's at 
(http://www.realvnc.com), a user can log into any system running VNCserver and 
immediately access the machine's interface as if sitting in front of the system's display. 
Configuration options include the ability to have multiple users logged in to one account 
so that they "share" the system and can collaborate on documents, illustrate procedures 
(how to setup a webserver for example), and do a multitude of other tasks. 
 

4.4 Enabling Wireless Access 
 
After the installation of Fedora and all its packages was complete, the team addressed 
getting our system wireless Ethernet access. Examining Fedora’s network management 
plug-in showed that the card had been auto detected and configured; all that remained 
was to make it the active connection for the system and register the wireless card’s MAC 
address with UT. This process went smoothly, and in short order the system had wireless 
Ethernet and internet access. 
 

4.5 Updating the System 
 
After getting the wireless access properly configured, all updates and patches for the 
system were downloaded and installed. During the downloading of the updates, a unique 
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problem was noticed. As the Up-2-Date program downloaded files, it would freeze 
randomly, forcing us to kill the process and start the downloading process over. Initially, 
this difficulty was overcome by downloading each of the updates separately, keeping the 
amount of data downloaded at any given time small. When the time came to download an 
updated kernel and kernel source (both of which are large downloads), the lock up 
problem again presented itself. The team hypothesized that the wireless connection was 
getting interrupted during the file transfer and this was causing the lockups. To test this 
theory we disabled the wireless connection and instead used the motherboard’s on-board 
10/100 Ethernet adapter. Using the wired connection, no lockups were experienced while 
downloading updates of any file size; this leads us to speculate that perhaps Netgear 
wireless products may have some issues in communicating with the Access Points used 
on campus. This conjecture is further supported by the experiences of one of our team 
members in using another Netgear product (an 802.11g PCMCIA card) on campus. They 
too suffer from randomly occurring connection interruptions. This issue is a nuisance, 
however; it is not necessarily something that will cause massive problems with the 
robot’s performance. 
 
After all updates had been installed, all of the remote administration and remote access 
software was configured. Once all settings had been confirmed to be acceptable, the latest 
version of Dr Qi’s Image library was loaded and the system was imaged using Norton 
Ghost. This will allow for easy restoration of the system to a known working and fully 
configured state should a severe error or software/hardware failure occur. 
 

4.6 System Testing 
 
The system was tested over the course of several days. Testing consisted of running 
various software applications (VNC, samba, kde, gnome, etc …) and also compiling and 
running pieces of code from Dr Qi’s ece 472 class that were known to be working 
correctly. The system held up well, and aside from some speed issues that can be 
expected from a sub-gigahertz processor with a relatively low amount of system ram. 
 

4.7 Web cam Driver 
 
Software for the Logitech Quickcam 4000 Pro came pre-installed on the Fedora 
distribution through the Phillips Linux web cam drivers [Pwc].  By using the Linux 
commands "modprobe", we were able to load the kernel module pwc.o.  Thanks to the 
Senseeker team and the listed website, we were able to obtain images in a .ppm format.  
It should be noted that the images coming from the web cam are not in this format, rather 
YUV420p.  The code used converted this to a compatible RGB format (.ppm for our 
case).  Modifying the code for integration purposes of the autonomous design should 
require minimal changes. 
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4.8 Motor Driver 
 
Parallel port control was chosen for operating the motor drivers because the parallel 
capability negates the need for demultiplexing a signal, as a serial connection would 
require. Thus, the hardware is very basic, requiring only a single chip. The physical 
connections to the parallel port are shown in the following diagram. One ground pin (25) 
and four output pins (2, 3, 4, 5) are the inputs to the motor driver chip. 
 

 
Figure 10: A block diagram shows the connections between the PC parallel port and the motor driver IC. 

 
Writing commands to the parallel port is fairly straightforward. Basically, the program 
that desires to write to the parallel port needs to open the parallel port using ioperm() and 
then write individual bytes to it using outb(). There are two notable details: first, when 
compiling the program, compiler optimizations must be enabled (g++ –O2) in order to 
pull in the correct libraries. Also, access to the ports requires root privileges. For safety, it 
is possible to drop root privileges after opening the port, but the Motor driver does not 
currently do so. 
 
Each motor’s speed and direction is fully controlled by one pair of input pins. For motor 
1, the relative pins are pins 2 and 3. If one pin is high while the other is low, then the 
motor drives in one direction. The motor’s direction is reversed if the logic signals are 
reversed. Speed is controlled via pulse width modulation (PWM) – that is, if the non-
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grounded input pin is only high 50% of the time, then the motor runs at about 50% of its 
full-speed velocity. 
 
A C++ class was written to control up to four motors simultaneously via the parallel port. 
An example program could drive a single motor as follows: 
 

Motor::init();   //initialize Motor class – starts thread 
Motor* p0 = new Motor(0); //declare and instantiate Motor 0 

   p0->go(100);   //drive Motor 0 at 100% 
  sleep(1);    //for 1 second 
   p0->stop();   //stop Motor 0 
   sleep(1);    //allow stop command to complete 
 delete(p0);   //free Motor 0 
   
The init function is called before the Motor class is first used, and it starts the motor 
control function as its own thread. This thread is the manager responsible for updating the 
parallel port pins. Since these updates are not run synchronously, the calling function is 
free to run other algorithms while the motors are being controlled.  
 
The new Motor(0) call returns a pointer to a new Motor object that will make use of the 
1st channel, or pins 2 and 3. Channels 1, 2, and 3 are also valid choices. Using the 
returned Motor pointer p0, the motor is controlled. The go(duty) function drives the 
motor forward (or backwards for negative duty) at the desired duty cycle of 0 to 100. A 
command given to the motors will continue being executed until the motor is stopped.  
 
In the example case, it is desirable to drive the motor for one second before stopping, so 
the calling function sleeps for 1 second before calling stop(). In a real world program, the 
Motors could be activated until some stimulus is achieved – i.e. until image processing 
algorithms detect an object that they need more time to examine. In this way, the Motor 
class can be used to implement a full subsumption (behavior based) control architecture. 
 

5 Software/Hardware Integration 
 
The next step in the design process was to integrate the software algorithms that have 
been previously developed with the team’s mobile sensor platform hardware. The 
objective was to recognize several objects based on their color and shape. The teams 
were given the test objects before hand in order to create training sets and perform color 
analysis; further, they were able to assume that the object’s background would be 
homogeneous.  
 

5.1 Platform Modification 
 
Only minimal adjustments were made to the platform. To alleviate the buckling of the 
platform, additional L-brackets were added to each side of the platform. This gave the 
platform much better support and removed the tendency of the robot to turn to one side or 
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another. Also, a hole was drilled through each of the motor chafts and wheel hubs, and a 
machine screw was inserted to secure the wheels to the shafts. This modification removed 
the slack that previously existed, making precise turns possible. 

5.2 Modifications to Motor Controller 
 
During testing, the motor controller IC used on the platform literally “blew up” in a flash 
of fire and smoke. As shown in Figure 11, the IC took the socket and most of the wiring 
with it. This setback required the team to obtain another TI SN754410 and install it along 
with new wiring and a new IC socket. The team thinks that the chip failed because its 
VCC was specified to be approximately 5 volts and the previous setup was providing 
approximately 12 volts. Also, the heat sink pins were connected to a ground, thus not 
providing much heat dissipation. To rectify this, a makeshift heat sink has been added to 
the new chip. 
 

 
Figure 11: Destroyed H-bridge chip 

 

5.3 Camera Driver Modifications 
 
The team determined that it would be beneficial to obtain larger images than the camera’s 
native still image resolution of 160x120. To accomplish this, the PWCX module(version 
pwcx-2.4.20.o)  was added to the camera driver installation.  The /etc/modules.conf was 
modified as shown below.  
 

alias eth0 via-rhine 
alias sound-slot-0 via82cxxx_audio 
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post-install sound-slot-0 /bin/aumix-minimal -f /etc/.aumixrc -L >/dev/null 2>&1 || : 
pre-remove sound-slot-0 /bin/aumix-minimal -f /etc/.aumixrc -S >/dev/null 2>&1 || : 
options pwc size=vga 
post-install pwc /sbin/insmod --force /lib/modules/usb/pwcx-2.4.20.o >/dev/null 2>&1 || : 
alias usb-controller usb-uhci 
alias usb-controller1 ehci-hcd 
alias ieee1394-controller ohci1394 
alias eth1 orinoco_pci 

 
This allowed a full vga resolution of 640x480 to be specified.   
 

5.4 User Interface 
 
A simple text-based user interface was developed for the matching program. This 
allowed the user to select color or shape recognition. Upon picking one of the two options 
the user was then presented with an opportunity to specify the parameters that they 
wished to match. 
 

5.5 Image Capture and Platform Movement 
 
Once an operation mode has been selected, the program enters its operation loop. At each 
stop along its scan path, the program obtains an image from the webcam by executing the 
driver’s capture code (setpwc –u) via system call. This was done rather than 
implementing the capture functions directly into our program because of compilations 
issues (setpwc and its associated functions are all complied and optimized by the gcc 
complier; attempted compilation with g++ generated compile time errors). Setpwc 
obtained one image from the camera and wrote it out as a ppm file (automatically 
converting from the camera’s native format). The matching program loaded this ppm file 
as an image and performed either the color or shape matching algorithm (both discussed 
later) on it. If the image was determined to not match the target, the motor drivers were 
engaged to turn the platform to the next point on the scan path. If the image was judged 
to be matching, the motor driver was then called by the program to move the platform 
directly forwards for one second, and then backwards for a second to return to its original 
position; after this recognition action, the platform continued on its scan path. The 
program terminated after 10 turns had been made (the amount needed to rotate a full 360 
degrees). 
 

5.6 Color Matching Algorithm 
 
The color matching algorithm accepts the individual RGB intensity values for matching, 
as well as a range for these values. Also given by the user is a desired hue value and hue 
range. The routine simply looks at each pixel of the image retrieved from the camera and 
determines if the pixel’s RGB values fall within the range set by the user. If so, the pixel 
of an output image with the same coordinates is given a value of 0. If the pixel’s RGB 
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value is not within the window defined by the user, the output image’s pixel gets a value 
of 255. In this way, a segmented image is created. The segmented image is scanned the 
hue of each black pixel is considered. If the hue is within the allowable range, a counter 
is incremented. If the counter obtains a value of 1000 a match is declared. One may 
wonder why the hue value is considered since RGB are already available with no extra 
processing needed, while HSI requires a conversion. It turns out that because of our 
camera’s relatively poor color discrimination, certain colors like blue and green have 
extremely similar RGB values. In these cases, the hue value provided the needed extra 
level of discrimination. 
 

5.7 Shape Matching Algorithm 
 
The first step of this algorithm is the formation of a grayscale image based upon the given 
input image. Next a segmentation image is created using the region growing algorithm 
provided by the SenSeekers. Next, the diameter and area of the segmented image are 
calculated to determine the thinness/compactness. After this the seven invariant moments 
are also calculated. All of the determined values are then normalized based upon the 
mean and standard deviation images that are provided from a previously generated 
training set. The normalized test set, training set, k value, and number of classes are 
passed into knn which returns the index of the best match to the target from the training 
set. Because knn cannot handle training sets that have multiple entities that share a 
common index (for example, 4 lines of the set correspond to a single class), it is left to 
our software to take the value returned and base the presence of a match or no match 
upon the range of index returned. For example, in the training set used for this lab, 
indexes 1 through 8 correspond to a match to the blue object. 
 

5.8 Testing 
 
To test the shape and color matching algorithms as well as the drivers for the motors and 
web cam the team attempted to classify four different objects by their shapes and colors. 
The first step in this process was to create a training set of objects of different shapes and 
colors.  Next the team used the web cam onboard the platform to obtain pictures of the 
objects and performed shape and color analysis on them.  If the object in the image 
captured by the web cam matched the desired object in the training set the robot moved 
toward the object.  If the object in the image did not match the requested object in the 
training set, the robot continued looking for the desired object. 
 

5.9 Testing Results 
 
Overall, testing of the mobile sensor platform yielded favorable results.  The web cam 
driver performed well, with minimal modifications needing to be made.  Likewise, the 
drive system, motor drivers, and movement software performed well.  Over the course of 
testing, the team became aware that a certain amount of slippage occurred when the robot 
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turned.  This meant that platform did not have a true 0 degree turning radius; rather, it 
moved slightly during turning.  
 
 

 
Figure 12: Testing objects 

 
The color-matching algorithm performed reasonably well for the lighting conditions 
present in the testing environment.  At certain ranges, the system had difficulty 
distinguishing between the objects shown in Figure 12a and 12c.  The team believed this 
was simply due to the relatively poor color depth of the camera that was used. 
 
The only significant problem uncovered during the testing procedure concerned the 
Shape Matching algorithm.  Here, the code displayed serious issues with discriminating 
between all of the objects used for testing.  Adjustment of shape matching code was 
unsuccessful in fixing this problem; changes simply resulted in either all or none of the 
objects being returned as matches for every other object. 
 

6 Final Modifications 
 
Final modifications were made to the design in preparation for the final demonstration 
task: searching an area for a particular object. The area was to be explored autonomously, 
and the mobile sensor was to identify objects that it came across by means of shape 
analysis. As with the previous task, the test objects were provided beforehand in order to 
facilitate generation of training sets. Also, the environment would be homogeneous 
except for the objects. 
 

6.1 Addition of Sonar 
 
In order to interact successfully with a real world environment, the platform required the 
ability to accurately sense distance. To this end, a Devantech sonar ranger (see figure) 
was integrated into the platform. The unit has a total field of view of 60 degrees and has a 
range of 4cm to 300cm. Input and output are digital, and the sensor also requires a 5V 
supply. The emitted frequency of sound is 40 kHz. 
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Figure 13: The Devantech sonar ranger hardware 

 
The sonar ranger hardware was tied into the parallel port (see figure). One output line is 
required, and this provides the trigger pulse for the sonar. An input line provides the 
return pulse, and the logic built into the ranger prevents echoes and ensures clean digital 
signals. The host PC, then, only needs to measure the length of time between an outgoing 
pulse and the returning echo. The 5V was supplied by the DC-DC power supply that also 
powers the motor driver chip. 
 

 
Figure 14:  Sonar was connected to the parallel port 

 
User-mode drivers were written to handle the sonar I/O. These drivers make use of two 
different timing schemes: port I/O is used for microsecond-resolution timing such as the 
trigger pulse, while system calls are used for millisecond resolution such as the echo 
return delay. Assuming a standard velocity of sound within air, the time calculated from 
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the sonar ping can be converted into a distance measurement. For practical purposes, the 
resolution of resulting distance measurements was about one millimeter. 
 
With the addition of the sonar control thread, there were two drivers that needed to 
communicate with the parallel port at the same time (the other driver being the motor 
driver). Errors could theoretically result. However, in practice none of these errors were 
observed. This was due in part to an effort to have the drivers maintain the state of the 
parallel port. While an entire byte must be written to the port, one of the drivers may be 
interested in changing only a single bit of the port. The driver reads the current port 
value, changes the bit that single bit, and then writes the result out. Thus, the only place 
for an error to occur, is if one driver changed its outputs before the setting of bits was 
completed by the other driver. This scenario is relatively unlikely because there are 
relatively few clock cycles spent on the byte buffer and bit set operations. 
 

6.2 Camera Driver Modifications 
 
In the previous round of testing, it was assertained that the image processing algorithms 
took upwards of 10 seconds to complete. This delay was undesirable and a severe 
hindrance to the functionality of the mobile sensor, so the image resolution was lowered 
as a means to improve processing time. The changes mentioned previously were undone 
by restoring the original web cam module config files, which changed the image 
resolution to 160x120. Using this smaller image size, processing could complete in under 
5 seconds, offering a significant improvement in usability of the sensor platform. 
Accuracy of classification was not worsened by this change since the objects being 
differentiated were significantly different from each other. 
 

6.3 Shape Matching Algorithm 
 
Several changes were made to the shape analysis algorithms that were used. First, 
thresholding was implemented on the grayscale input images. The threshold value was 
hard-coded and empirically determined, and thresholding was made to return a white 
foreground and a black background. Next, a different region growing algorithm was 
substituted because the original had memory problems. The original region growing 
algorithm caused sporadic segmentation faults during the program, and using different 
code fixed this problem. Additionally, the feature extraction method was changed so that 
it used the first invariant moment and the amplitude statistics of mean, standard 
deviation, skewness, and kurtosis. Finally, to make processing more timely, several non-
necessary calculations, such as those of the 2nd through 7th invariant moments, were 
removed. After these changes were implemented, the training set was reprocessed to 
build an updated set of training data. 
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6.4 Search Algorithm 
 
The final task for the robot was to search an enclosed area until identifying the desired 
object. A random walk was implemented to provide this function, and the figure below 
shows the flow of the process. The first step after the user specifies the target object is to 
take three sonar measurements: one is for the front view of the robot and the other two 
are angled views to the right and the left. These distances are checked, and if nothing is 
close-by then the robot continues forward. If something is detected, however, the robot 
takes a snapshot and processes it. If the result of processing is positive, then the robot 
stops and a success message is returned to the terminal. If the classification result is 
negative, however, then the robot backs up slightly and turns randomly to one side or the 
other. Upon taking three more sonar readings, if the robot again finds a negative result 
then the robot continues to turn in the same direction. Turning in a single direction 
continues until an object is identified or until a free path of escape is found. If there is a 
free path, then it is taken and the process repeats. 
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Figure 15: Flow of control for the searching via random walk 
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6.5 Testing 
 
To test the random walk navigation and shape classification as well as the sonar ranger, 
the team attempted to classify seven training objects placed in a homogeneous-
background rectangular room. Training images were again created with five images per 
object, and training features were generated before the run. The robot was then inserted 
into the environment and commanded to seek a particular object. Processing the inputs 
from the sonar ranger and web cam, the robot navigated through the environment 
avoiding obstacles and trying to locate the desired object. 
 

6.6 Testing Results 
 
The web cam and motor drivers were previously tested, and as expected they performed 
predictably and well. The sonar ranger hardware was also successfully implemented and 
performed without error. Nevertheless, there were several issues with the test as a whole. 
 
Undoubtedly the weakest element of the previous demonstration was the shape analysis 
and classification. Because it was the more challenging of the two algorithms considered 
and because it was previously faulty, this test attempted to perfect shape recognition and 
relied on it as the sole means of classification. In static-scene testing, shape recognition 
worked fairly well. The robot could identify the first five objects consistently, though it 
sometimes generated false-negatives on the final two objects (see figure). In static-scene 
images, successful classification was about 75%.  
 
 
 

 
Figure 16: Testing objects 

 
Despite the many changes and the promising results of static-scene testing, the shape 
recognition still performed poorly in practice. False positives were returned in a number 
of instances, lowering the overall success rate to about 20%. False positives were often 
returned for corners of the boundary walls and for the boundary between the walls and 
the floor. Additionally, many false negatives were generated when the web cam was too 
close or too far away from the object to be classified. 
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7 Conclusions and Recommendations 
 
In reviewing the design and performance of the sensor platform, a number of 
enhancements can be conceived. Possible improvements for the platform, computer 
system, sensor and motor control, image processing, and recognition systems are 
discussed below. In addition, future educational tasks that could be performed by a 
redesigned robot are discussed. 
 

7.1 Platform 
 
The current platform being used for the robot works well but has definite room for 
improvement.  One issue with the present platform is that it is slightly bulky which makes 
it difficult to maneuver around objects.  A solution to this problem would be by using a 
smaller platform.  However a platform that is too small would increase the difficulty 
involved in working components onboard the robot because there would be less space to 
work in.  Another improvement for the platform would be adding a caster to the front 
wheel.  This would make it easier for the robot to move and turn.  One other addition to 
the platform could be a battery meter to indicate what level the battery is at.  This would 
allow some time to shut down the system before the battery dies.  These add-ons to the 
platform would help the robot be better equipped for moving and sensing.   
 

7.2 Computer System 
 
The existing computer system being used onboard the robot is not quite capable of 
handling its current workload.  As a result of this it does not have much room available 
for upgrading.  The purchase of a faster processor for the computer system along with 
more memory would greatly improve the robot’s performance.  This would open up the 
system for future upgrades that would also increase its performance. 
 

7.3 Sensor and Motor Control 
 
The robot can be better equipped to sense its environment by increasing the sensing 
capabilities.  The sonar sensor that is currently onboard the system is stationary and 
therefore can only sense what is directly in front of it.  This could be changed by the use 
of a servo motor to rotate the sensor so that it would be able to sense not only what is in 
front but also what is to the left and right.  This would make it easier for the robot to 
detect objects around it.  Also, a less expensive web cam used in combination with 
another servo motor would improve the visual sensing capabilities of the robot.  Instead 
of only being able to take pictures of what is directly in front of the robot, it would be 
able to take pictures of what is to its left and right.  Another improvement to the current 
sensing system would be the addition of a laser ranger that would provide better 
resolution than the sonar and would be useful for mapping.  A laser ranger would as well 
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need to be mounted on a servo to give it the ability to map the area.  The last addition to 
the sensing system would be the use of an opto-encoder to correct the problem of the 
robot veering in a certain direction.  A Proportional Integral Derivative (PID) algorithm 
could be implemented to guarantee straight line progressions, and turns could be based on 
degrees rather than time.  These extra sensing devices would vastly increase the sensing 
capabilities of the robot. 
 
Since most of the ideas for improvements to the sensor and motor control consist of 
adding new components, the parallel port will be stretched past its limits. A suitable 
solution is to make use of multiplexed control signals and implement control over the 
serial port rather than the parallel port. A number of solutions are available for this, such 
as making use of the Brainstem control module available from Acroname. 
 

7.4 Image Processing 
 
The segmentation that was used for our project worked reasonably well in a uniform 
environment. However, if the lighting changed or if the background was darker the 
system would have serious problems. This problem could be fixed by using a dynamic 
segmentation algorithm that actually varies depending on the input image that is being 
captured. The best way to do this would most likely be to base the threshold on the 
average brightness of the entire image. 
 

7.5 Recognition 
 
The current recognition capabilities of the robot are quite limited.  The existing shape 
analysis does not give very reliable results when trying to detect an object.  Currently the 
shape recognition software recognizes the correct object approximately 20% of the time.  
This is not an acceptable percentage for object recognition and has definite room for 
improvement.  Different combinations of shape descriptors could possibly yield better 
results.  Another improvement for the recognition could be the addition of mapping 
software.  This would allow the robot to search an area until an object is located and then 
map the specific location of the object once it is found.  These improvements would 
greatly enhance the functionality of the robot. 
 
With the current task of searching for an object, differentiating between the various 
objects and a boundary between homogenous planes is a problem that should be dealt 
with by the algorithms; more work is needed to perfect that area of the software. Also, a 
large number of the classification errors could have been solved by more tightly 
integrating the sonar measurements into the classification. For instance, by using the 
sonar it could be determined whether an object was too close to return an accurate result. 
In contrast, the tested software did not continuously check the sonar values but only 
whether an object was closer than some distance whenever a timed advance was 
completed.  
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Making better use of the sonar would also solve the slight issue that the robot had of 
glancing off of walls and objects that were near the outer edges of the robot. This was 
difficult to build into the current implementation because the sonar was fixed in position, 
requiring the entire robot to spin in order to detect objects off to one side. 
 

7.6 Future Tasks 
 
There are all sorts of new applications for the robot that can be tested with the existing 
platform. For example, the robot could roam all of Ferris Hall to draw out a map of the 
entire building. Of course this would require a nearly perfect mapping algorithm so an 
accurate output can be achieved. Further, you would have to consider issues such as non-
uniform backgrounds due to varying colors of floors. You would also have to be able to 
recognize baseboards of different colors instead of miss-classifying these edges of rooms 
as objects. This could be achieved by accurate sonar information in coordination with 
camera input. 
 
With a new platform, different environments and applications could be explored. For a 
different environment, the sensor could be designed to operate outdoors such as for 
wildlife or traffic monitoring. For different applications that remain indoors, algorithms 
for human activity tracking based on imaging could be very interesting. Furthermore, it 
could be very rewarding to experience designs involving new types of sensors such as 
acoustic and infrared imaging. 
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8 Appendix 
 

Drive   
(2) Tamiya Worm Gearboxes ($12/each) 24.00 
3.25" Drive Wheels 9.00 
FMS Stainless Steel Caster Wheel 15.00 
(2) Super-Speed 9 to 18VDC Hobby Motor 
($5/each) 10.00 
(2) SN754410 Dual 1A H-Bridge Chip ($4.50/each) 9.00 
(8) Diodes 1N4004 ($0.10/each) 0.80 
Dual Mini Circuit Board 2.00 
16DIP IC Socket 0.25 
16DIP Heat Sink for IC 0.25 
    

Subtotal 70.30 
Sensing   
Logitech QuickCam Pro 4000 80.00 
1 Devantech SRF04 Ultrasonic Ranger 33.00 
    

Subtotal 80.00 
Computation   
VIA EPIA-ME6000 135.00 
Fedora Linux 0.00 
Parallel Port Cable 0.00 
    

Subtotal 135.00 
Power   
60W Cableless ATX Power Solution for VIA 
Platform 50.00 
(1) 12V-2.2AH (Dedicated for Drive) 10.00 
(1) 12V-7AH (Dedicated for computer) 10.00 
(2) SLA Charger 12V-1AMP ($13/each) 26.00 
    

Subtotal 96.00 
Platform   
Medium Density Fiber Board 5.00 
Fasteners 15.00 
Angle brackets 15.00 
Miscellaneous 25.00 
    

Subtotal 60.00 
Communication   
802.11b PCI card 18.00 
    

Subtotal 18.00 
    
Grand Total 459.30 

Table 1: Hardware Price List 
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